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Last Year’s Roadmap

Conclusion and Roadmap for Year 2

e Review of year 1

— promising preliminary results for two important
applications

— extraction of functions into reusable libraries in-progress
— training of novice and advanced users
— made FGPA infrastructure multi-user capable

e Roadmap for year 2
— continue work on CP2K and MIDG2*

— emphasis on parallelization of FPGA applications
(MPI, GPI, direct FPGA-to-FPGA network)

— release FPGA-accelerated libraries
— increase training activities beyond Paderborn




Parallelization of FPGA
Applications



Noctua: HPC Production System with FPGAs

Cray CS500 Cluster System

256 CPU nodes
- 2 x Intel Xeon Skylake Gold 6148, 2 x 20 Cores, 2.4GHz
- 192 GB RAM

100 Gbps Intel Omni-Path network
700 TB Cray ClusterStor L300N storage system

16 FPGA nodes

— 2 x Intel Stratix 10 GX2800 (BittWare 520N boards)
PCle 3.0 x16, 4 x 8GB DDR4 channels

— per board 4 QSFP28 ports | 520msn  sicuae
— currently one of worldwide largest academic HPC systems s
with modern FPGAs e




Parallel Computing with FPGAs

¢ Noctua system supports two types of communication
— communication via host (PCle, OmniPath)
— point-to-point communication (serial streams)

switch communication via host

FPGA3
1 1 1 1

point-to-point communication between FPGAs



Communication Tradeoffs

Host communication Point-to-point communication
e Pro e Pro
— mature communication libraries (MPI) — no SW protocol overhead
— natural match for porting existing HPC - streaming communication no buffering
applications — natural match for streaming data model in
- leverage commodity HPC networks hardware (e.g. OpenCL channels/pipes)
(OmniPath, Infiniband, Ethernet) — customization of communication topology
— high scalability and flexibility: packet to application
switching and routing
e Con e Con
buffering: introduces latency — no routing
— packetization, SW protocol layers — no established SW libraries for CPUs

introduce overheads



Transfer data from DRAM on FO to DRAM on F2

OmniPath switch

100G (copper)
HCA HCA

PCle 3.0x16

PCle 3.0 x8
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latency: CPU: 1us (OmniPath, same switch), FPGA 0.588us (direct connection)
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Some Example Topologies with Point-to-Point Links

_ e.g. distributed force
FO F1 F2 F3 NG computation for n-body

2D torus

halo exchange, e.g. simulation of periodic
structures, structured meshes

problems

fully connected

all-to-all communication, e.g. 3D
FFT, unstructured meshes



Optical Switch for FPGAs in Noctua

¢ Protocol-agnostic optical switch (Calient S320)

- 3D MEMS technology
» low latency (<50ns)
= channel configuration (<50ms)

— full crossbar connectivity, i.e. congestion-free routing of
arbitrary topologies with full bandwidth

Opt_itcerl]l e Software configurable using RESTful API, OpenFlow, ...
SWILC
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Optical Switch for FPGAs in Noctua (2)
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Optical Switch for FPGAs in Noctua (3)

Switch configuration integrated with SLURM
workload manager

— job submission specifies number of FPGAs and topology

— SLRUM bootstraps MPI application and configures switch
with physical according to topology

— support predefined (ring, torus, clique, ...) and custom
topologies

Examples
— 4 FPGAs with torus topology

srun -N4 --fpgalink="ring"

— custom topologies (tree of 3 FPGAS)
srun -N3 \
--fpgalink="n0@0:aclo:ch@-nBl:acl0:che" \
--fpgalink="n@0:acll:ch@-nBl:aclO:chl”
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Selected Results from
Application and Library
Development in Year 2



Status Last Year

MIDG2* on Stratix 10 FPGAs in Noctua Cluster

e Noctua HPC cluster
— Cray CS500 system, Xeon Skylake 6148
CPUs, 192GB, 100G OmniPath, Lustre
* 16 nodes with FPGAs

— 2 Nallatech 520N FPGA cards per node,
with Intel Stratix 10 GX2800 FPGAs

- FPGAs cards can form additional
network, 4 ports with up to 100G

— probably the largest and most modern
HPC system with FPGAs in academia
worldwide

e Porting our applications to Stratix 10
currently in progress

35

MIDG2 MPI FPGA - Strong scaling

== "ideal
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# of FPGAs

first results on strong scaling over
multiple FPGAs using MPI and OmniPath
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MIDG2* with Direct Communication (Preliminary Results)

Comparison of scaling of the FPGA designs

e MIDG2* application ported to run 7

completely on FPGA i 44

— MPI only used in setup phase (partition)

— all communication during simulation with 5 - /m
direct FPGA-to-FPGA links

— kernel memory access synchronization KR x /W o o180
= via host: wnio, fcio v + mpi_18_1
» via FPGA: wn, fc 37 /@ ----- linear speedup
. . *  fcio (4.09)
e Much improved strong scaling ) 2 + o (3.5)
e Evaluation predates installation of e 1 51 : W”i?;if)”
optical switch ' Lo . . — .
. 2 4 6 8 10
- tested only with up to 4 FPGAs No of FPGAs

strong scaling using MPI vs. direct communication

Gaurav K. Singh: Adding point-to-point communication between
FPGAs to an accelerator for the Discontinuous Galerkin method.
Master’s thesis, Paderborn University May 2019.
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Migrating MIDG* from Arria 10 to Stratix 10 FPGA

Example: volume kernel

Direct porting of Arria 10 design
— readable code structure
- higher frequency, but drop in occupancy

— reason: tools generate deeper pipeline
to increase frequency but also latency

— loop cycles ~ N*ll + latency

Code refactoring
— single monolithic loop
— better occupancy, but unreadable code
— code generation needed

Further improvements of frequency

— improvements in Intel tools and board
support package

— hierarchical grouping of functions
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CP2K: Added Support for Offloading FFTs to FPGA

¢ Molecular dynamics requires summation of long Comparison of runtime against FFT Size

range electrostatic forces
— infinits number of forces in periodic structure

— exact and efficient summation in Fourier space (Particle
Mesh Ewald method)

| — FPGA
CPU
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e Developed open source 3D FFT library for FPGAs
— devices: Intel Arria 10/Startix 10 FPGAs

— sizes: 83, 163, 323, 643 ./’/

Runtime (milliseconds)

=

o
1

— single / double precision, real / complex 16 32 64
FFT Size (cube)

e Accepted in CP2K main branch
— Fortran to C interface

- Integrated with continuous integration system, FPGA
designs are tested on CPU in FPGA emulation mode
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High-Level Synthesis for FPGAs: Blessing and Curse

e High-level synthesis Intel OpenCL SDK / Xilinx SDAccel
Intel HLS / Xilinx Vivado HLS

— circuit generation from high-level lanquage )
9 9 guag Maxeler MaxCompiler

— architecture inferred from code patterns and
optional directives

e Benefits
— reduced entry barrier for novices
— increase productivity for experienced users
- simplified performance tuning and porting with
parameterized designs

abstraction &

productivity

Remedies

» create design examples for
relevant application classes

* open-source complex
applications

e Challenges

- being at the mercy of a black box compiler
infuriates the experts

- very few complete non-trivial design examples
available




High-Performance Matrix-Multiplication

e Evaluation of for
efficient FPGA design with high-level synthesis

e (Case study: dense matrix-matrix multiply

adaptation of Cannon algorithm
multi-level blocking scheme to exploit memory hierarchy

high clock rate and efficient communication due to
nearest neighbor communication

uses 96% of BRAM and 72% of DSP resources

e Broke the TFLOPS barrier

> 1.3 TFLOPS SGEMM performance

efficiency about 15 GLOPS/W

performance on par with latest Intel implementation
but much shorter and more readable specification

P. Gorlani, T. Kenter, and C. Plessl|.

. Int. Conf. on Field Programmable Technology (ICFPT), 2019.

examples for systolic arrays



Porting of HPC Benchmarks to FPGAs

Develop optimized implementation of HPC HPC Challenge Benchmark

benchmarks 1 HPL
2. STREAM
Purpose 3. PTRANS (parallel matrix
— repository of suitable design patterns for common transpose)
building blocks 4. RandomAccess
- benchmarking of FPGA devices and tools 5. FFT - .
- comparison of FPGAs with CPUs/GPUS 6. Communication bandwidth
and latency

Currently working on HPC Challenge Benchmark

Rel Dongarra, J., Luszczek, P. Introduction to
elease as open source the HPC Challenge Benchmark

Suite, /ICL Technical Report, 2005.
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Training and Outreach



Training Activities

¢ Training activities in Paderborn

[10/19]
“Customizing Neural Networks on FPGAs” and “Defining and Optimizing OpenCL benchmarks for FPGAs”

regular course offered for PC2 users, introduction to FPGAs and tool flows and hands-on programming

[5/19]
intermediate/advanced user training, taught by Intel trainer

¢ Training beyond Paderborn

[9/19]
Int. Conf. in Field-Programmabl, Logic and Applications, 45m

[3/19]
half-day tutorial on productive FPGA design with Xilinx and Intel tools

e Qureach
- all courses at Paderborn University are open to German researchers, announcement via Gauss-Allianz

— first training materials have been published: https://pc2.uni-paderborn.de/teaching/trainings/date2019-
opencl-fpga-tutorial/
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FFT3D library for Intel Arria 10 / Stratix 10 FPGAs
https://github.com/pc2/fft3d-fpga

Open Source Releases

CP2K integration of FFT library and continuous integration/emulation infrastructure

https://github.com/cp2k

Stream benchmark for FPGAs
https://github.com/pc2/stream-fpga

Cannon matrix multiply
— will be released by end of October
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Conclusion and Roadmap for Year 3

¢ Review of year 2
- FPGA support for CP2K and MIDG2*
— infrastructure for efficient inter-FPGA communication
— published libraries
— training local and beyond

¢ Roadmap for year 3
- release further FPGA-accelerated libraries
= sparse linear algebra (libDBSR)
= small matrix multiply (libSMM)
— document best practices / design patterns for HLS
= show how optimize for performance with HLS
= benchmark for FPGAs for education and procurement
- release more training materials
- target Xilinx FPGAs in addition to Intel FPGAs




